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Motivations 
Currently the ht://Dig 3.2.0b6 code base has several issues: 
 
·  It does not support Unicode characters of any flavor in the index. 
·  The code is bloated with special purpose hacks to the Berkeley DB based Word 

(inverted) index.  This code is buggy and needs to be killed. 
·  The general state of the code organization is poor and is nearly object-spaghetti code. 
 
 
Solution 
 
·  Replace existing Berkeley DB based Word-DB, Doc-DB and Excerpts-DB indexes and 

associated objects with CLucene 
·  Kill all code associated with the existing Word-DB, Doc-DB and Excerpts-DB indexes. 
·  Keep Berkeley DB for Doc-Index (slighty modified). 
·  Replace all home-brewed data structures with the STL where possible. 

o HtVector -> STL vector 
o Dictionary -> STL associative array 
o WordList -> STL associative array 
o HtString (String) -> STL basic_string<wchar_t> 
o List & derived objects -> STL list 
o Stack -> STL stack 

 
Limitations 
 
·  Minimize impact of this change to functioning of ht://Dig. 
·  Minimize impact of this change to user configuration of ht://Dig. 

o Configuration elements specifically referring to the external functioning of 
ht://Dig should be converted to their Clucene equivalents wherever possible. 

o Any configuration having to do with the internal settings of the databases are 
candidates for revision or removal. 

o New configuration elements can be considered. 
 
What is CLucene? 
CLucene is a a C++ port of the Java Lucene information retrieval engine.  This software 
contains only the 'index-and-store' and 'query-and-relevance-ranked-return' portions of a 
search engine.  It contains no networking code, spidering system or user interface. 
 
Other Considerations 



Some users and a Linux distribution have asked for a way to build ht://Dig against the 
system provided versions of Berkeley DB.  This means that we should dump our hacked 
version.  Possibilities: 
 
·  Revert to the stock 3.0.55 or 3.3.11 BDB, ht://Dig has a special license for both of these 

versions.   
·  Revert to BDB 1.86 code from the OpenBSD code base.  Uses 3-clause BSD license 

with no restrictions to downstream users 
·  In addition to providing a stock version, allow users to compile/link against their system 

version with a 'configure' script flag. 
 
 
Spider-centric Class Diagrams 
This document will attempt to describe the current object structure of ht://Dig 3.2.0b6 
and propose a set of modifications. Class diagrams were made using a combination of 
doxygen (source code analyzer and documentation tool) and Umbello (UML modeling 
tool). The diagrams are of the 'Class Diagram' type, but focus on the subset of the code 
that deals with spidering and searching. Most attributes and operations are suppressed, 
and visual class boxes were sometimes used to encapsulate a family of classes. 
 
Diagram 1 describes the class layout of the important classes in the spidering portion of 
ht://Dig 3.2. 
 
·  htdig.exe creates a Retriever object, and calls the Start() method. 
·  The Retriever object instantiates a Document object which contains various network 

classes (not shown) which download the documents from the web server and fill the 
Document object.   

·  The Document object creates a Parser object based upon the mime-type given by the 
web server.   

·  The Parser object parses the text of the document and calls the Retriever's get_* 
methods to build an HtWordList object.   

·  After the document is fully parsed, the HtWordList will dump the found words to the 
Berkeley DB db.words.db (encapsulated by the WordDB class). 

·  As the Retriever is working, the Document object creates entries into a three Berkeley 
DB databases, db.docs, db.docs.index, and db.excerpts.  The db.docs* databases are a 
record of what documents were stored during a call and various attributes of the 
document.  The db.excerpts database contains the first X (where X is defined via 
htdig.conf) bytes of each document.  This database is used to build 'blurbs' in the Search 
Results UI. 

 
Diagram 2 describes the proposed class layout of ht://Dig 4.0 with CLucene added. 
 
·  The Retriever object will create a Document object, filled by the Parser via the got_* 

methods.). 
·  After the Parser is finished the Retriever will use the Document object to insert the 

document into the CLucene index. 
o The document object will contain a STL hash that the CLucene API expects. 

This can then be handed directly over, minimizing linear scans (copying) of the 



data. 
·  The db.doc_db and db.words will both be subsumed by the CLucene document. 
·  The db.excerpts DB is removed as search result blurbing is provided in CLucene. 
·  The modified version of Berkeley DB 3.0.55 is replaced with either a stock version of 

Berkeley DB 3.3.11 or Berkeley DB 1.8.6. 
·  The HtWordList object and all of its relatives and associates will be removed. 
 
 
STL Replacement Tasks 
 
·  class String {htString.h, String.cc} => basic_string<wchar_t> (this can actually be a 

configuration setting, so that ht://Dig can be compiled back to regular char*, since this 
is an option in CLucene) 

·  class Dictionary {Dictionary.h, Dictionary.cc} => STL map or multimap 
·  class Stack {Stack.h, Stack.cc} => STL stack 
·  class List {List.h, List.cc} => STL  list 
·  class Queue {Queue.h, Queue.cc} => STL queue 
·  class HtHeap {HtHeap.h, HtHeap.cc} => STL priority queue  
·  class HtVector {HtVector.h, HtVector.cc} => STL vector 
·  class ResultList {Resultlist.h, Resultlist.cc} => STL map or multimap 
 
 
Snowball Word Stemmers 
The Snowball family of word stemmers is crafted by Martin Porter of co-workers and 
supports 10+ languages.  ht://Dig does not provide true word stemming.  Ht://Dig has a 
'suffix matching' algorithm that falls a bit short of the true stemming. 
 
·  Remove the 'endings' code and classes associated with the current suffix-like 

implementation.  
·  CLucene 0.9 has Snowball stemmers in its contribution section. This should be tested 

and fleshed out to provide the functionality we're looking for. 
·  Add a CLucene field for each document that will contain the stemmed version of each 

document’s contents.  This field will match at 50%-75% of a match in the unstemmed 
version.  This will provide matches that are morphologically similar while preferring 
exact matches. 

 
 
UTF8 Conversion 
 
·  While CLucene uses UCS2 to internally store documents, version 0.9 contains methods 

that allow UTF8 characters to be converted to UCS2 while inserting. 
·  Once CLucene is added and the string class replaced the remaining ht://Dig code needs 

to be purged of any char * usages and assumptions. 
·  Affected classes: TBD 
 
 
To Be Addressed 
 



·  Diagram and descriptions of the Searching code and its refactor with CLucene.  This 
refactor is much more 'complete' in that it completely replaces the majority of the 
Searching code.  Only the code associated with Search 'weight factors' and the 
DocumentDB code is retained. 

·  Much more detail is needed giving each class affected by the CLucene reorganization. 
·  A code & makefile reorganization will be done to make the libhtdig directory the 

primary container of code.  The httools, htdig, htsearch directories will be simple 
command-line wrappers for libthdig methods. 

 



Diagram 1. ht://Dig 3.2 Spider-centric Class Diagram 



Diagram 2. ht://Dig 4.0 Spider-centric Class Diagram 

 


